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1 Introduction
This document details the technical specifications for the Network-to-Network Interface (NNI) class 1, as described in the Connected Health Architectural Framework v1.0.
The specification defines a set of minimum characteristics for each of the interfaces in the framework. 
These specifications will form the baseline requirements for the definition of a set of standardised Connected Health certified interconnection products. These are intended to be used by the Connected Health Industry Forum to finalise the product standards to be used by Telecommunications providers for developing their own specific certified Connected Health product sets.
2 Interface Specifications

Connected Health network services will be able to be provided by multiple TSPs. In order to supply seamless IP connectivity for Connected Health consumers and providers, some level of TSP network interconnectivity domains, or interconnection points are required. These points are required for both for the public Internet network traffic, and Connected Health private IP traffic.  Establishing Connected Health accredited interconnection points will ensure that a level playing field is provided for all potential Connected Health TSPs and will enable the widest access to telecommunications products for Connected Health service providers and members.

The minimum requirements for these interconnectivity domains or peering points are as follows:

	Private IP Interconnection
	1Gbps, Layer-2 connectivity. 

Must provide route server (RFC 1863) or route reflection (RFC 2796) functionality to allow for individual TSP NNIs to exchange route information.

	Public Internet IP Interconnection
	1Gbps, Layer-2 connectivity.

Must provide a unique Autonomous System Number (ASN).

Must exchange public route table information with partner NNI(s)


The NNI is an interface reserved for the interconnection of TSPs IP domains. The NNI should ensure the integrity of the transfer of traffic and management functions across the interface, from a performance, security and quality perspective. NNIs will only be implemented by participating accredited Connected Health TSPs. Table-1 below details all the NNIs defined for Connected Health.
Table-1: Defined NNIs

	Class
	Description
	Minimum Requirements 

	NNI-1
	Private IP NNI. Boundary between TSPs providing interconnection for Connected Health Private IP traffic moving between TSPs that are providing Private IP services to Connected Health’s members.
	1Gbps, Layer 2 or Layer 3 connectivity.

[Each provider IP carrier network interconnecting at a NNI, must use a unique Autonomous System Number (ASN).]
Each NNI connection must exchange Connected Health route table information with all other partner NNI(s) using a common interconnection point.

NNI-1 will be implemented at the Connected Health private IP interconnection points


2.1 NNI-1

NNI-1 is for Ethernet based interconnection between TSP private IP domains. The typical interconnection configuration is illustrated in Figure 1. 
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Figure 1: Typical Connected Health network of networks topology, with UNI to UNI service achieved via multiple IP networks interconnected by multiple NNI-1 links.
In Figure 1, there are three separate networks illustrated, being:
· The Internet,

· TSP-1’s Connected Health IP Network,

· TSP-2’s Connected Health IP Network.

Each network has a number of certified Connected health UNIs connected to it. The Internet supports UNIs 0 and 1. TSP-1 is supporting UNIs 4 and 5 and TSP-2 is supporting UNIs 3 and 5. The UNIs can be physically located anywhere within New Zealand. One or more interconnection links provide connectivity between each network domain. The interconnection links are defined as NNI-1. The specification for NNI-1 must be such that any traffic ingressing from any UNI and egressing from any other UNI will satisfy all of the requirements of those UNIs. In other words, the integrity of the end to end traffic will be maintained as the traffic traverses from one UNI to any other UNI including any traffic transfer across network boundaries.

Looking more closely at a single traffic path, say UNI-4 on TSP-1 to UNI-5 on TSP-2, we have the situation illustrated in Figure 2.
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Figure 2: Reference path for end-to-end performance objectives traversing an NNI-1
The most stringent requirements for NNI-1 are defined by the interconnection of UNI-4 and UNI-5 across one or more network boundaries. The following general principles shall apply to the NNI-1 interconnection:

·  Interconnect traffic will be handled in a non-discriminatory manner as it traverses NNI-1,
· It is up to the originating network provider to ensure that traffic flows are marked correctly, in accordance with the CoS tags as defined for the respective UNIs,

· Quality of Service markings shall not be changed at the NNI boundary,
· No trans-coding shall be undertaken at the NNI-1 boundary,
· Each NNI-1 Link must be dimensioned to accommodate the aggregate traffic flowing across the link from all UNI’s using the given link, including the breakdown of traffic into aggregate CoS streams. 
Given the above, the specifications for the end to end path encompassing the NNI-1 shall be as follows:
2.2 PERFORMANCE REQUIREMENTS

	Business Requirements
	Service Level



	Industry Best Practice
	The network must incorporate design and configuration characteristics in line with generally accepted industry best practices.

	Current Technology
	The network must use up-to-date products and current technology as at the start date

	Fit for Purpose
	The provider warrants that the network, including CLNE, is appropriate and suitable for the business requirements and the deliverables.

	Scalability
	The deliverables are to incorporate a flexible architecture with scalable capacity to support changing requirements and new applications or services that Connected Health may choose to deploy to its network.  The network and CLNE have been scoped to allow for those applications detailed under the “Fit for Purpose” business requirement above, to function at the sites within the network performance as detailed below.

	Spares Holding
	The provider commits to hold or have available all reasonably required engineering spares in relation to the CLNE to ensure maximum availability of such CLNE and to minimise repair time.

	Reporting
	The provider will provide:
Live reports – Live reports are online reports based on actual data that is typically refreshed every 5-15mins (i.e. “near real time” reports).  Live Reports include: 
· Utilisation (Measured at Interfaces, CoS Queues and CLNE);

· Traffic (Throughput, average packet size, packet discards);

· CoS/QoS performance (Latency, Jitter and Packet Loss); and 

· CLNE health (Port up/down status, traffic level, utilisation and error rate). 

Static reports – Static reports are paper reports based on actual data that has been accumulated over a complete quarter (i.e. “historical” reports).  These resports compare actual data with service targets (i.e. one means by which Connected Health can measure service level targets).  Static Reports include:

· Faults (Fault restoration times vs. service targets); and

· Availability (overall availability vs. service targets). 


	Network Security
	The provider warrants that any data passed over any network boundary :

· Will not be modified in any way; or

· Will not be passed to or become accessible to any non Connected Health third party without express written permission from Connected Health.

	No Modifications Made to Data
	There must be no modification by the provider of any part of any TCP/IP packet passed over the network except by agreement with Connected Health.

	Monitoring Access
	The provider will provide Simple Network Management Protocol (“SNMP”) read-only access to all CLNE devices for network management system(s). Has read only access to routers with limited commands to view status of devices for troubleshooting.

	Network Help Desk
	The network help desk will answer telephone calls from Connected Health approved people on a 24 hour – 7 days basis and will log information relevant to a fault or other details relevant to the service required by Connected Health.


	Availability, Monitoring and Restoration

	Service Delivery – All Sites
	Monitoring Hours:

24 hours x 7 days 
	The hours during which infrastructure monitoring systems are operational.

	
	Alarm Notification:

Within 45 minutes of alarm occurrence
	The elapsed time between a service impacting alarm or an event occurs and Connected Health being notified that it has occurred and is being investigated.

	
	Response Time:

30 minutes for Severity 1 Faults

Otherwise, 60 minutes 
	The elapsed time during agreed service hours between the provider receiving a call from Connected Health or alarm occurrence and The Provider commencing restoration work.  An estimated restore time is provided if known.

	
	Initial Restoration Update:

30 minutes for Severity 1 Faults

Otherwise, 60 minutes
	The elapsed time during agreed service hours between the provider receiving a call from Connected Health or alarm occurrence and Connected Health being notified that initial diagnosis is completed.  An estimated restore time is provided if known.

	
	Progress Updates:

Hourly or as agreed
	Progress updated on the status of service restoration activity.

	
	Remote Service Restoration:

80% within 2 hours

Otherwise 4 hours
	The elapsed time during agreed service hours between the provider receiving a call from Connected Health or alarm occurrence and Connected Health being notified that service is restored to the defined levels without a site visit.

	
	Planned Outage Notification:

5 business days
	Prior notice of planned maintenance that could cause service outage.  If the provider notifies Connected Health that such planned maintenance is scheduled outside Connected Health’s normal maintenance window then Connected Health may withhold consent (acting reasonably) for such planned maintenance to proceed at those times.  If the provider undertakes the planned maintenance irrespective of Connected Health’s failure to consent, any such planned maintenance will be measured against the provider’s availability service levels.

	
	Exception Reports:

Within 7 business days of the end of each month 
	Exception reports are defined in, Responsibilities, “SLA Monitoring/Reporting”.

	
	Incident Reports:

Draft Report – Within 24 business hours of incident logging

Final Report – Within 3 business days of incident closure
	Incident reports are defined in, Responsibilities, “Incident Escalation/Reporting”.

	Network Speed
	1GB Full Duplex

	Availability (per Link)
	The service is available for Connected Health use and functioning in accordance with the product definition against the following performance targets:

CBD:
                           99.909%

Metro: 
                        99.863%

	Latency (one way)
	The performance targets for the overall end-to-end latency or delay for IP packet flows across any NNI-1 link are as follows:

PACKET SIZE
             
200 bytes            
1472 bytes

Realtime CoS:        

< 50 ms         

< 75ms

Interactive CoS:    

< 75 ms     

< 100ms

Best Effort CoS:       

< 215 ms       

< 215ms

	Jitter (99.9% of samples)
	The performance targets for the variation in latency or delay for IP packet flows across the end-to-end service are as follows:

Realtime CoS:
< 12.5 ms

Interactive CoS: 
< 50 ms

Best Effort CoS: 
< 100 ms

	IP Packet Loss (99.9% of samples)
	The performance targets for the overall percentage of IP packets lost between the source and destination CLNE are as follows:

Realtime CoS:             < 0.1 %

Interactive CoS: 
< 0.1 %

Best Effort CoS: 
< 1.0 %

	Active Queue Management Algorithms
	DRED
Sampling Interval

10 packet transmission time

Control Gain

0.00005

Filter Gain

0.002

Control Target
293 packets

Buffer Size
586 packets

No-drop Threshold
264 packets

Initial Drop Probability

0.05



	Shaping profile
	LLQ, CBWFQ (Configure class-based weighted fair queuing)

The sum of all bandwidth allocation on an interface cannot exceed 75 percent of the total available interface bandwidth. The remaining 25 percent is used for other overhead, including layer 2 overhead, routing traffic, and best-effort traffic. Bandwidth for the CBWFQ class-default class, for instance, is taken from the remaining 25 percent. However, under aggressive circumstances in which you want to configure more than 75 percent of the interface bandwidth to classes, you can override the 75 percent maximum sum allocated to all classes or flows using the max-reserved-bandwidth command. If you want to override the default 75 percent, exercise caution and ensure that you allow enough remaining bandwidth to support best-effort and control traffic, and layer 2 overhead.

	Remarking approach
	There must be no modification by the provider of any part of any TCP/IP packet passed over the network except by agreement with Connected Health.

	Flow Descriptor
	Source address: TBA

	
	Destination address: TBA

	
	Port numbers: TBA

	
	DiffServ Code Point (DSCP) see table below

	Traffic Descriptor
	TBA


	Time Period
	Availability Targets (based on total outage minutes per month)

	
	CBD sites (99.909%)
	Metro Sites (99.863%)

	28 day month
	37 minutes per site approx.
	55 minutes per site approx.

	29 day month
	39 minutes per site approx.
	57 minutes per site approx.

	30 day month
	40 minutes per site approx.
	59 minutes per site approx.

	31 day month
	41 minutes per site approx.
	61 minutes per site approx.


	CoS Queue
	Usage Type
	DSCP
	Binary
	Dec
	

	
	Reserved
	Nc2/cs7
	111000
	56
	

	· 
	
	Nc1/cs6
	110000
	48
	

	Realtime
	IP Voice
	Ef
	101110
	46
	Preferred

	
	
	Cs5
	101000
	40
	Preferred

	
	Interactive Video
	Af41
	100010
	34
	Preferred

	
	
	Af42
	100100
	36
	Supported

	
	
	Af43
	100110
	38
	Supported

	
	
	Cs4
	100000
	32
	Preferred

	Interactive
	Interactive data:
	Cs3
	011000
	24
	Preferred

	
	
	Af31
	011010
	26
	Preferred

	
	
	Af32
	011100
	28
	Supported

	
	
	Af33
	011110
	30
	Supported

	
	
	Cs2
	010000
	16
	Supported

	
	
	Af21
	010010
	18
	Supported

	
	
	Af22
	010100
	20
	Supported

	
	
	Af23
	010110
	22
	Supported

	Best Effort
	Data:
	Af11
	001010
	10
	Supported

	
	
	Af12
	001100
	12
	Supported

	
	
	Af13
	001110
	14
	Supported

	
	
	Cs1
	001000
	8
	Supported

	
	
	Be
	000000
	0
	Preferred


2.3 APPENDIX: DEFINITIONS

	Term
	Definition 

	Binary
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	Buffer Size
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	CBD Sites
	All Connected Health sites within the central business district of metro areas, excluding Managed Diversity Metro Sites

	CBWFQ
	Configure class-based weighted fair queuing

	Control Gain
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	Control Target
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	Customer Located Network Equipment (CLNE)”
	Equipment located at site,

	DSCP
	DiffServ Code Point

	Dynamic random early detection (DRED)
	An active queue management algorithm. It is also a congestion avoidance algorithm

	Filter Gain
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	Initial Drop Probability
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	Jitter
	An unwanted variation of one or more characteristics of a periodic signal in telecommunications

	Latency
	Communication lag or latency, the time taken for a packet of data to be sent by an application, travel and be received by another application

	Layer 2
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	LLQ
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	Managed Diversity Metro Sites
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	Metro
	Within 30 kilometres of the centre of Auckland, Hamilton, Rotorua, Tauranga, New Plymouth, Napier, Palmerston North, Wellington, Nelson, Christchurch and Dunedin.

	Metro Site
	All Connected Health sites within Metro Areas, excluding CBD sites and Managed Diversity Metro Sites. 



	No-drop Threshold
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	Overhead
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	Packet
	A formatted unit of data carried by a packet mode computer network

	Packet Loss
	Occurs when one or more packets of data travelling across a computer network fail to reach their destination

	Quality of Service (QoS)
	Refers to resource reservation control mechanisms rather than the achieved service quality. Quality of service is the ability to provide different priority to different applications, users, or data flows, or to guarantee a certain level of performance to a data flow

	Routing traffic
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	Sampling Interval
	The interval corresponding to the sampling frequency

A sample refers to a value or set of values at a point in time and/or space

	Service Level Agreement (SLA)
	Service Level Agreement (SLA) is a part of a service contract where the level of service is formally defined.

	Shaping profile
	To be discussed and completed by the Connected Health Industry Forum Standards Working Group

	Simple Network Management Protocol (SNMP)
	Forms part of the internet protocol suite as defined by the Internet Engineering Task Force (IETF). SNMP is used in network management systems to monitor network-attached devices for conditions that warrant administrative attention

	Utilisation
	The proportion of the system's resources which is used by the traffic which arrives at it


[image: image3.png]


[image: image4.png]


[image: image5.png]


[image: image6][image: image7][image: image8][image: image9][image: image10][image: image11]
	
	 

Page 3 of 13 



